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MongoDB

e DBMS
e NoSQL
e Distributed
o Sharding
o Replication
e Document-based
o JSON-like documents




Why specity MongoDB?

e [t dominates the No-SQL space:
o EA
o Toyota
o Google
o Uber
o Adobe




Documents

Example:
{

name:
{
first: “Jane”,
last: “Doe”
}
age: 28,
groups: [IIAII’ IIBII’ IIC]
}




Quering Documents

MONGODB SQL equivalence

db.collection('inventory').find( SELECT * FROM inventory

{ status: 'D’ WHERE
) status = "D"

}
);

db.collection('inventory').find(

{ SELECT * FROM inventory
status: 'A), WHERE
qty: { $1t: 30} status = "A"

} AND

); qty <30




MongoDB's Data Model

MongoDB

DATABASE 1 DATABASE 2
Collection 1 Collection 2 Collection 3 Collection 4
Document Document Document Document
Document Document Document Document

Document Document Document Document




Sharding

CLUSTER

SHARD A SHARD B




Replication

REPLICA SET
WRITES READS
| | Secondary nodes
The primary node SRIMARY read the write
receives all the write operations from an
operations REPLICATION / \:‘EP'-'CAT'ON operation log (Oplog)

SECONDARY SECONDARY




MongoDB's Architecture

Application

Driver

Mongos

Cache

CLUSTER
SHARD SHARD
Primary Primary
Secondary f—j{Secondary Secondary f—j{Secondary

ConfigServer

Oplog

Oplog




Routing

e Config Server

READ RESULT .

C?)I(I:e‘ilzc:T l DocumentZT Collectionl:

Al » Shard A
MONGOS A2 » Shard B

\ Document2
SHARD A SHARD B
——————————————————————————————————————————————————————————————————— -1

Collection |

ShardKey: X

MongoDB uses Shard
Keys to route
sharded queries,
which can be:

e Hashed-Based

e Range-Based
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Problem

An overload on the config servers can create a
bottleneck.

Solution

Mongos uses a cache memory to locally store
cluster metadata.
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How do we know that the
metadata in the cache
memory is up-to-date?

_} Versioning Protocol
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Versioning
Protocol

The routing info tells the router the set
of shards that should be contacted.

Router

CSRS Shard 1

Initial routing info:

All data on Shard 1
S1=S1V1

Shard 2

getCollectionRoutingInfo

>
Shard 1, S1V1

<
MoveRange - data is now distributed
between Shards 1 and 2
S1=S81V2, S2 = S2V2
Req, S1V1
>
StaleConfig(S1V2)
<
getCollectionRoutingInfo
|
Shard 1, S1V2
Shard 2, S2V2
<
Req, S1V2
>
Req, S2V2
>
OK
<
OK
<
Router CSRS Shard 1 Shard 2
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JSONSs

JSON

JSON
:
Value? Cf;"b SearchResalt Map{Key,Value}
Value Key
BOOL INT List{Value} String Operator
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Collection

sort UnshardedCollection ShardedCollection Collection .

subsorts UnshardedCollection ShardedCollection < Collection .

op UC: Map{Nat, JSON} Nat Nat -> UnshardedCollection [ctor] .

***nat1 = objectID counter, nat2 = version

op SC: Map{Nat, JSON} Nat -> ShardedCollection [ctor] .

Database

fmod DATABASE is
pr MAP{String, Collection} * (sort Map{String, Collection} to Database) .
endfm

fmod DATABASEMAP is
pr MAP{String, Database} * (sort Map{String, Database} to DatabaseMap) .
endfm
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Node

ops primary secondary : -> NodeType [ctor] .

op node : NodeType DatabaseMap Nat -> Node [ctor].
***nat = counter

ReplicaSet

op RS : Node NodelList UnshardedCollection -> ReplicaSet [ctor].

fmod SHARDMAP is
pr MAP{Nat, ReplicaSet} * (sort Map{Nat, ReplicaSet} to ShardMap) .
endfm

Cluster

op CL : Nat ShardMap -> Cluster [ctor] . ***Nat = idCounter

ShardKey

op hashBased rangeBased : -> TypeShardKey [ctor] .
op SK: TypeShardKey ShardValues -> ShardKey [ctor] .
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Update Replica Set

RS(primary, RS(updatedPrimary, RS(updatedPrimary, RS(updatedPrimary,
(nl node nl'), UpdateRS(cq)—» (nl node nl'), UpdateSecondaries—p (nl updatednode nl'), UpdateSecondaries—p D—UpdateSecondaries—} allUpdated,
oplog) updatedOplog) updatedOplog) updatedOplog)
Asynchronous

message-passing
communication model
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C a C h e Namespace:

Database name and

fmod METADATA-CACHE is Collection name

pr MAP{NameSpace, Routing-Info} * (sort Map{NameSpace, Routing-Info}
to Cache).

endfm

Mongos

op MGS : Cache ReplicaSet -> Mongos [ctor] . ***replicaset = configServer













